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Abstract—In this paper, we present our vision for datadriven cloud-based mobile computing. We identify the concept
of Region of interest (RoI) that reflects the profile of the user
in how they access information or interact with applications.
Such information enables a series of data-driven optimizations:
filtering, aggregation, and speculation, that go beyond the wellresearched benefit of mobile outsourcing. These optimizations
can improve performance, reliability, and energy usage. A novel
aspect of our approach is to exploit the unique ability of the
cloud to collect and analyze large amounts of user profile data,
cache shared data, and even enable sharing of computations,
across different mobile users. We implement two exemplar
mobile-cloud applications on an Android/Amazon Elastic Cloud
Compute (EC2)-based mobile outsourcing platform, that utilize
the RoI abstraction for data-driven optimizations. We present
results driven by workload traces derived from Twitter feeds
and Wikipedia document editing to illustrate the opportunities
of using such optimizations.

I.

I NTRODUCTION

Most of the current stream of cloud computing research
has taken an inward perspective. Networking, storage, data
security, and programming models are the primary focus of
cloud research today. Increasingly, the outward perspective,
that of the interacting device or end-user is gaining attention,
particularly the mobile user. In fact, the confluence of cloud
and mobile computing is a natural outgrowth of server- or
proxy-based support for mobile applications. The resource
limitations of mobile devices, along with the advent of everricher applications, together with the revolution of social
computing and data mining techniques, suggest a deeper crossuser synergy well-suited to the cloud.
The resource and power limitations of mobile devices have
led to the notion of mobile outsourcing [6], [11], [15], [22]
to supplement mobile devices with external computation and
storage resources. Previous research has largely focused on
single user mobile outsourcing focused primarily on computeintensive operations.
We believe the cloud provides a deeper set of opportunities for dynamic optimization made possible by mobile user
profiling and cross-user resource sharing in the cloud, that go
beyond such traditional outsourcing. Through its scalability
and elasticity, the cloud can support large number of mobile
users. The interactions of these users with the cloud will
generate large quantities of user data that can be mined for
interesting patterns of user behavior, which is infeasible to
do on individual mobile devices. These mined user patterns
can then be used to drive proactive user-specific optimizations
on the cloud. Further, the outsourcing of applications from a
large number of users provides opportunities for sharing across

users in terms of data caching, common computations, as well
as bandwidth sharing.
In this paper, we present our vision of data-driven cloudbased mobile computing based on such opportunities. We
present a set of optimizations going beyond basic outsourcing
that can improve the mobile experience along the lines of
performance, energy consumption, fidelity, and reliability. We
use a data-driven approach to inform these optimizations, by
profiling user data to determine when and what optimizations
to apply. We focus on interactive content-based mobile applications that can be outsourced to the cloud by offloading
part of their functionality to the cloud. The key insight is that
users have particular patterns in how they access information or
interact with applications. To enable data-driven optimizations
for such applications, we define the notion of Region of Interest
(RoI)—that part of the content space that a user is actively
interested in within a given context (e.g., time and location).
This RoI is used to drive a number of optimizations such as
aggregation, filtering, and speculation that lead to improved
performance, energy efficiency, and network utilization. The
RoI is identified for each user by analyzing and mining their
interactions with the cloud. We show the potential of our
approach through two exemplar mobile applications running
on an Android/Amazon Elastic Cloud Compute (EC2)-based
mobile outsourcing platform [14], driven by workload traces
derived from Twitter feeds and Wikipedia document editing.
The key contributions of this paper are three-fold:
•

RoI: We introduce the concept of Region of Interest
as a first-class entity that can be quantified and used
to optimize interactive mobile applications in a datadriven manner.

•

Data-driven optimizations: We show how the optimization techniques (aggregation, filtering, and speculation) can be applied together based on knowledge
of the RoI.

•

Interactive mobile applications:. We developed two
non-trivial mobile applications (news aggregator and
collaborative editor) as part of this work which are
made available to other researchers.

The rest of this paper is organized as follows. Section II
introduces the RoI concept and the set of associated data-driven
optimizations. Section III describes our two interactive mobile
application exemplars. Section IV presents results that show
the benefits of the optimization techniques enabled by the RoI.
Section V describes future research issues for the data-driven
mobile cloud. Section VI is related work and Section VII
concludes the paper.
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Fig. 2. Region of Interest. The figure shows a hypothetical content space
with five regions labeled with users interested in each region. Two regions
contain multiple user interest (A,B) and (D,E,F), while some users (C and F)
have multiple RoIs.
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Fig. 1. Data-driven Mobile Cloud Vision. The figure shows multiple mobile
users using App B that has a client side component and a backend cloud
component. The cloud-side component can perform data analysis on the user
data generated via the interactions between the mobile devices and the cloud
to drive various optimizations.
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•

Spatial and spatio-temporal patterns: groups of activities that are performed when the user is at a certain
location or when the device is operating under certain
conditions (e.g., low power, WiFi, 3G, etc.).

•

Subset patterns: groups of activities or interest that
reflects a subset of the larger application domain.

App C

DATA - DRIVEN O PTIMIZATION

Mobile outsourcing to the cloud can enable deep data
analysis on user data (both individual as well as across users).
This is partly due to the abundance of storage and compute
resources on the cloud that are unavailable on individual
mobile devices, as well as the cloud’s ability to support large
number of users (Figure 1).
A. Mobile User Patterns
The presence of patterns in mobile user activities was noted
in a study of smartphone users [8]. The results indicate that
users tend to use a small number of applications frequently and
also discovered strong temporal correlations related to diurnal
effects and the dependence of interactive session lengths on
user application preferences (e.g. games, browsing, map reading, etc). Patterns of interest within an application domain,
e.g. topics, categories, genres, are well established from the
recommendation literature [1]. We believe such patterns are
intrinsic to the user and would thus be independent of the client
interface device. Therefore we expect them to be manifest on
the mobile device.
In general, different types of patterns can be mined by
analyzing the historical user activity logs including:
•

Periodic patterns: groups of activities that are performed in regular intervals and in periodic fashion.

•

Sequential and itemset patterns: groups of activities
that are performed either in sequence [15] or as a set
within a relatively short period of time.

These patterns can then be used to drive optimizations.
For instance, a periodic pattern of user activity could enable
speculative execution at a desired future time. Similarly, an
itemset pattern across multiple users can be used to aggregate
the data or computation required by the group of activities.
In addition, the decision to employ an optimization may be
based on which metric the user cares most about: performance,
energy, fidelity or reliability. In this paper, we focus on subset
patterns and formalize this concept using the notion of Region
of Interest.
B. Region of Interest
In this paper, we focus on interactive user applications such
as news readers, document editors, and online games. These
applications can be outsourced to the cloud by offloading part
of their functionality to the cloud, such as the retrieval of
articles, storage of documents, and computation and update of
game state. The outsourcing may be done for two reasons: the
resource demands of the application in terms of computation
or storage, and also to manage and exploit the shared state
of the application both within and across users. It is the latter
opportunity that has received less attention in the literature and
is the focus of this paper.
Many interactive applications are associated with a content
space (e.g., news articles, text documents, virtual space) which
the user accesses through the mobile device. In general, given
a content space for an application, a user’s field of interest
is limited in a given context (time of day, location, etc.). For
instance, a user may be interested in reading Sports news on
their way to work every morning between 8-9 am. Similarly, a
user editing a document collaboratively with other users may
only be interested in accessing the part of the document they
are actively editing at a given point of time. This suggests that
frequent updates to the content outside of this region may be
of little interest to the user and may in fact be distracting,
unnecessary, and inefficient.
To formalize this issue, we define a Region of interest
(RoI) to be that part of the content space that a user is

actively interested in. Examples include the articles of interest
to a user browsing the news, the part of a document a user
is actively editing, or the portion of screen for an online
game that a user is currently interacting with. The RoIs of
different users may be disjoint or overlap (Figure 2). The cloud
can enhance the user’s experience by immediately computing
and/or propagating updates to a user’s RoI, while delaying
the other regions in the content space. This can lead to
improved latency and energy usage while reducing the network
bandwidth between the mobile device and the cloud. Next,
we discuss a number of optimization techniques that can be
employed using the notion of RoIs for mobile users.
C. Optimization Techniques
The benefits of mobile outsourcing have been demonstrated
by many groups including our own [14]. However, in addition
to basic outsourcing, we have identified three techniques1 to
further optimize mobile applications in a proactive manner:
•

Aggregation identifies a set of user activities that are
connected in time and/or space and can be combined
to reduce the number of messages, processing or data
going to or from the cloud. Aggregation can be applied
for a single or multiple users. Aggregation provides
efficiency in the interactions between the cloud and
users. For instance, the cloud can cache multiple
updates to a user’s RoI and forward them to the mobile
device on demand, or aggregate data across multiple
users with overlapping RoIs.

•

Filtering reduces the amount of needed data to be
downloaded or uploaded from/to the cloud via the
mobile device, and can be used to reduce the resource
usage and energy consumption on the device. Filtering minimizes the amount of execution and network
activity on the mobile device. For instance, the cloud
can filter out the content which is not in a user’s RoI.

•

III.

We consider two application classes to show the potential
benefit of the proposed cloud mobile optimizations. We use
specific exemplar applications belonging to these application
classes to illustrate the notion of RoI and the benefit of various
data-driven optimizations.
A. Application Class 1: Data Fusion
The applications belonging to this class combine data
obtained from multiple sources, and have high communication
or storage demands. An example is a Flipboard [9] application
(Figure 3) that meshes information from multiple data sources.
In the case of Flipboard, many network connections may have
to be set up to diverse data sources.
We have developed a News Aggregator application for
Android, which allows users to optionally select topics of
interest and view articles relating to that topic. For this
application, the RoI for a user is the set of articles belonging
to their topics of interest. The application has a mobile front
end and a cloud-side backend: if a user selects an article to
view, our cloud infrastructure parses the URL and extracts
the article text using an open-source tool called Goose2 . The
cloud can determine the RoI (topics of interest) for each user
by analyzing their article request history or using explicitly
specified topics of interest (if any). Besides mining individual
users’ interactions, the cloud can also utilize information from
multiple users to determine hot topics or articles of interest to
similar users.
We use this application to illustrate the benefits of aggregation, filtering, and speculation, to achieve increased performance. The application monitors the user’s accesses to
articles, and optimizes fetching articles based on the observed
preferences. We provide two levels of optimization:
•

Pre-fetching: This optimization combines filtering and
speculation. In pre-fetching, the cloud proactively
sends an article to the mobile device, where it is stored
locally for the user to retrieve later. Here, filtering is
achieved by sending targeted content to the mobile
device, and speculation by doing so proactively before
the article is accessed by the user.

•

Pre-caching: This optimization combines aggregation
and speculation. In pre-caching, the cloud caches a
pre-processed article on the cloud and sends it to the
user device on demand. Here, aggregation is achieved
across multiple users that request the same article precached at the cloud, while speculation is achieved by
proactively caching the processed article before it is
requested.

Speculation performs activities ahead of time, reducing latency for the mobile user when they actually
need the results. Speculation provides punctuality to
the computation and proactively improves user experience. For instance, the cloud can speculatively push
content in a user’s RoI to their device.

Though these techniques have been used extensively in
isolation for optimizing traditional client-server applications,
the combination of mobile users and cloud computing brings
new opportunities. In particular, the ability to combine these
optimizations can bring greater benefits. For example, a user
might outsource an application component to perform custom
cloud-side filtering, which can be supplemented with cloudside speculation to do such filtering in advance of explicit user
requests. At the same time, if multiple users are interested
in the same filtering operation, these computations can be
aggregated rather than being executed separately. In many systems, these optimizations are performed in an ad-hoc manner.
In contrast, the RoI allows us to separate the identification
of interest (subsetting) from the action taken (the particular
optimization). This separation has allowed us to abstract these
concepts and apply them to multiple applications.
1 Some of these techniques can be applied on either the cloud or the mobileside, but here, we focus on cloud-side optimizations.

A PPLICATION E XEMPLARS

B. Application Class 2: Collaborative
These applications have multiple users collaborating on
a common set of data through concurrent operations. Examples of this class include whiteboard applications [19], [27]
(Figure 4), collaborative document editing such as Google
Docs [10] and Wikipedia, and educational virtual world applications such as Alice [2]. A whiteboard application may
2 https://github.com/jiminoc/goose

Fig. 3.

The Architecture of the News Aggregator Application.

Fig. 4.

The Architecture of the Collaborative Editor Application.

be used in brainstorming/design meetings by a project team
of geographically distributed software developers to exchange
text notes, hand-drawn diagrams, images, etc. in real-time via
their mobile devices (e.g., tablets).
We have developed a Collaborative Design Editor application for Android where multiple users edit a common
workspace area in real-time. The client displays a virtual whiteboard on the user mobile device, which provides a range of
editing options such as: writing notes, drawing lines, and media
editing tools. The workspace storage and synchronization is
outsourced to the cloud, that maintains a common, shared
workspace and applies updates from multiple users globally.
Each user action is applied to the local display for immediate
effect, and also sent to the cloud server for synchronization.
The cloud applies these updates to the shared workspace and
also propagates them to the users sharing the workspace. We
observe that the small screen size of mobile devices usually
only captures a portion of the overall collaborative workspace.
Users can only edit what they can see and may not be interested
in activities happening in other regions of the workspace. Also,
in a collaboration users may be responsible for defined subsets
of the content (e.g. the Intro, Summary, Experiments, etc. in a
research paper). Therefore, for each user, we define the RoI to
be the portion of the collaborative space that they are actively
viewing or editing. The RoI can be determined by tracking the
updates a user makes to the shared space or the data fetched
by a user over time.

We use this application to illustrate the benefits of filtering
and aggregation to achieve increased performance and reduced
energy. The cloud manages all the RoIs and for each mobile
user, it applies the following optimizations:
•

Update suppression: This optimization filters out updates that lie outside a client’s RoI, and only pushes
the updates within a client’s RoI to their device.

•

Batching: In this optimization, the cloud aggregates
(batches) multiple collaborative edits before dissemination to the mobile devices to improve network
utilization and reduce mobile energy usage.
IV.

B ENEFITS OF O PTIMIZATION

In this section, we present experimental results to show
the potential benefits of applying data-driven optimizations
enabled by the RoI to the application exemplars described
above. For our experiments, we use Android 4.2 mobile
devices together with Amazon EC2 (m1.small instances), with
the mobile-cloud interactions carried out over an outsourcing
framework that we have implemented [14]. The news aggregator uses an emulated Android client and the collaborative
editor uses a Galaxy Nexus phone (1.2 GHz dual-core CPU,
1750 mAh battery, WiFi, equipped with the powerTutor energy
tool). Since our applications are not yet in production use, we
modeled realistic workloads using commercially available data
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traces from Twitter and Wikipedia, and extracted patterns by
offline analysis to drive our optimizations.
A. News Aggregator
We have evaluated this application by using an RoI based
on topic frequency measurements across a month-long trace
derived from Twitter data. We parsed the feeds of two
news organization’s Twitter accounts - The Washington Post
(@washingtonpost) and The New York Times (@nytimes).
These specific organizations were chosen for their frequency
of posts, so that the data set would be sufficiently large. We
looked at the articles (URLs) tweeted by these accounts over a
one month period (roughly 2000 tweets per account) in Spring
2013. These tweets were then parsed and divided into six topics
of interest: news, politics, sports, technology, entertainment,
and business. We measured the relative popularity of each
topic based on the number of retweets each article received.
We refer to this as the macro data set. We also created a micro
data set from a random selection of five active Twitter users
in the above trace, where we measured the popularity of the
topics for each individual user. We note that outsourcing part
of the application to the cloud reduces the amount of data
fetched by the mobile device as opposed to going directly
to the sources. We have measured the data size reduction of
fetching the parsed article text from the cloud vs. the full URL
from the source to be an average of 4KB vs. 260KB.
In our experiments, we use the popularity patterns derived
from each data set to determine how to employ our optimizations. In particular, we pre-fetch the two most popular topics,
pre-cache the next two most popular topics, and perform no

optimization on the remaining two. We then run a month-long
workload trace of the five individual users on the mobile side,
by fetching their retweeted articles, using the optimizations
based on the article topic. For each article, we measure the
latency of accessing it on the mobile. We perform one set of
experiments against the macro data set, i.e., using the aggregate
topic popularity across the set of all users. Another set of
experiments is conducted against the micro data set, i.e., using
the popularity based on the individual user’s history over the
prior one week period. Note that optimization using the micro
data set, i.e., a user’s specific preferences is likely to provide
better performance for the individual users. However, the use
of the macro data set illustrates the benefits of using aggregate
statistics across multiple users. Such aggregate information
may be critical if either there is not enough history available
for an individual user, or the cloud cannot create individual
user profiles due to privacy concerns.
Figure 5(a) shows the access latency (in log-scale) for the
different optimizations. This graph shows the average latency
for accessing an article using no optimization, pre-caching or
pre-fetching. As we can see, pre-fetching and pre-caching are
able to reduce the latency to 4ms and 634ms respectively from
4486ms for no optimization.
Figure 5(b) compares the average latency for a user to fetch
the articles in their workload trace using no optimization, RoIs
based on the macro data set, and those based on the micro
data set. Note that for the latter two cases, some articles will
be fetched without any optimization, while some will be precached and others will be pre-fetched at the time of access.
We see that while optimizations based on personalized access

Fig. 7.
The distribution of users and their respective RoI coverage (at
paragraph granularity) for a popular Wikipedia page.

Fig. 9.

Consistency-energy tradeoff for different RoI sizes.

patterns (micro) provide the largest benefit (552%), even using
patterns derived from multiple users has substantial benefit
(253%) over no optimization. This indicates that aggregating
information from multiple users can have substantial benefit,
even if there is little personalized information available for an
individual user.
Figures 6(a) and 6(b) show the average latency by topic
for the macro and micro (one user) data sets respectively.
The figures show that the optimizations are based on the
overall popularity of each topic. For instance, for the macro
data set, Technology and World topics are the most popular
overall, so articles belonging to these topics are pre-fetched
onto the device, while the next two most popular topics,
Business and Entertainment, are pre-cached in the Cloud. The
remaining topics (Sports and Politics) have no optimization,
corresponding to fetching articles on demand from the source.
Similar results are seen for the micro data set, where the
topics of interest are now selected based on the individual
user interest.
We note that the optimizations also have a cost associated
with them in terms of wasted bandwidth and energy on the
mobile device for false pre-fetching, and cloud-side processing/storage cost for pre-caching unused articles. This tradeoff
must be taken into account and finding strategies to achieve
the right balance is an area of future research.
B. Collaborative Design Editor
For the collaborative design editor application, we focused
on its text editing functionality to emulate a scenario where
multiple users are editing a common document. We utilized
Wikipedia article revision history to derive editing patterns

of multiple users. While most Wikipedia pages are sparse
in edit frequency, some hot topic pages generate a great
deal of collaborative editing over short time frames. For
our experiment, we used the revision history from the 2011
Tohoku earthquake and tsunami article3 , taken from the official
Wikipedia backup repository4 , using the edits during the first
24 hours of the event: 1640 edits contributed by 527 distinct
users. We used each revised version to compute the changes
made by each user, and compared these changes to the final
version to determine the positions of all edits within the article.
From these derived edit positions, the cloud determines each
user’s RoI on a granularity of paragraphs (if users edit contents
from a certain paragraph, that whole paragraph is counted
towards their RoI). Figure 7 plots the distribution of users
against their respective RoI coverage for all edits to the page
within the first 24 hours. The figure shows that the majority
of users only edited a small portion of the article (with nearly
half the users editing less than 25% of the article), indicating
the presence of strong locality of access for users’ edits. This
locality suggests the presence of small RoIs that can be used
for optimizing user accesses to the document.
Given this trace, we use one live mobile client and a large
number of emulated clients for the experiments, that play back
the 24-hour Wikipedia workload trace compressed into a 30minute period. We use the RoI of the live mobile client to suppress (filter) unwanted updates from the cloud (edits sent from
other users to regions outside the user’s RoI). Further, the cloud
batches (aggregates) multiple updates in the RoI and sends
them periodically based on an aggregation interval parameter.
Here the metrics of interest are both performance and energy
consumption, but there is a tradeoff to consistency (number
of late updates). From the individual user’s perspective, we
measure the energy consumed (in mJ) on the device and the
number of updates received in each aggregation interval. From
the system perspective, we measure the total outgoing data sent
from the cloud to all clients using filtering based on their RoI.
Figure 8(a) shows the overall benefit in cloud data reduction across all users. We see that by restricting the updates
to each user based on their RoI, we can obtain an overall
reduction of 68.7% in the amount of data transmitted. Figure 8(b) shows the energy-consistency tradeoff for an individual user based on the aggregation interval. We see that as the
aggregation interval increases, the energy consumption of the
device reduces, though the number of late updates increases
(i.e., consistency decreases). Given a user’s desired consistency
and RoI, the cloud can select the aggregation interval that
minimizes energy.
Figure 9 shows the consistency-energy tradeoff for different
RoI sizes (small, medium, and large). The RoI size depends on
the update coverage of individual users to the shared document.
Here, we see that as the RoI size increases (from small to
large), for a given update frequency (aggregation interval), the
energy usage of the phone increases. At the same time, with
increasing update frequency (decreasing aggregation interval)
for a given RoI, the energy usage increases while the consistency also improves, similar to the results seen in Figure 8(b).
Thus, the energy savings and consistency achieved by a user
3 http://en.wikipedia.org/wiki/2011

T%C5%8Dhoku earthquake and tsunami

4 http://dumps.wikimedia.org/backup-index.html

(a) Overall benefit across users
Fig. 8.

(b) Consistency-energy tradeoff

The benefit of optimizations for the Collaborative Editor application.

depends on the size of their RoI, with more opportunities for
savings for smaller RoIs.
V.

F UTURE M OBILE C LOUD R ESEARCH I SSUES

We now discuss some of the research issues that would
need to be addressed to fully instantiate a proactive mobilecloud computation framework.
Profiling and pattern mining: Constructing user and crossuser activity patterns requires continuous data collection and
analysis at both the mobile and the cloud as user work
habits change, group dynamics and application popularity shift
over time. Efficient techniques for incremental profile building
using both mobile and cloud collected data will be needed.
An important issue would be to determine what data to collect
and log at the mobile device and the cloud, and how to do
it efficiently. Many data mining techniques such as itemset
discovery [23] and sequential pattern discovery [24]) can lend
themselves to extracting the patterns discussed in Section II.
However, most of these algorithms are designed to run in an
offline batch mode. Online and incremental versions of these
algorithms are needed to support the interactive mobile user.
Caching shared data: When a decision is made to retain
data in the cloud based on profile analysis, where is it stored?
Clouds such as Amazon offer a wide-array of storage options
each with a different cost, performance, durability, and reliability tradeoff. We are exploring the concept of tiered storage
containers as a substrate for policy-based cloud storage. For
example, cached data objects with distinct hot and cold access
periods can be mapped to a container containing both fast
memory-based storage for hot periods and slower cheaper
archival storage for colder periods.
Virtual machine management: Cloud-side resource management can also be informed by profile analysis. The decision of
how to partition or replicate an application component (vertical
or horizontal scaling) can utilize use patterns. For example,
deciding on the degree of elasticity for data and computation
can take into account the expected degree of future sharing.
Virtual machines can be replicated fully or partially, merged,
and users can be assigned to specific virtual machines based on
user patterns such as their RoI. We have shown efficient VM

management techniques based on cross-application sharing
patterns in our prior work [15], and such techniques can be
enhanced with more detailed profiles of users and their activity
patterns.
Scalable middleware: To fully establish the utility of the
RoI concept and resulting optimizations requires that they
be abstracted out of applications and placed into reusable
middleware. This requires that the application defines a notion
of content to the middleware and then allows the middleware
to extract patterns by using a variety of data mining methods.
We are beginning to design such middleware and allow new
data mining routines to be added or specified by the user.
For example, to determine the RoI for the News Aggregator
application, we are exploring the Apache Lucene5 data mining
framework to parse a document to identify its key terms. One
challenge is that all user requests go through the middleware
(to enable pattern extraction) which adds latency and overhead.
We also note that there is an efficiency-privacy tradeoff for
a data-driven approach, and any optimization technique must
consider user privacy preferences.
VI.

R ELATED W ORK

Mobile outsourcing has been addressed in a number of
projects [5], [6], [11], [15], [22] and the benefits are well
established. In a recent paper [4], the broader issues of
integrating mobile devices with the cloud are presented. In this
work, a middle tier is presented to handle latency sensitive
offloading. In our work, the RoI can hide latency by prefetching content from the cloud. Carmen [12] is also focused
on improving the mobile user experience, but along the lines of
networking as users move across access points. In [18], [21]
the user’s experience with respect to conserving battery life is
enhanced, in the former case by offloading keyword search and
in the latter by associating energy consumption with running
applications across a set of users collaboratively. These works
do not consider any user-specific behavior as in the RoI. In
[16] a collaborative approach to mobile Web document display
is presented, although the focus is on the syntactic structure
of the content, rather than the content itself as in the RoI.
5 http://lucene.apache.org/core/

The issue of updating state and consistency in virtual world
applications is addressed in [13], which shares some similarities with our Collaborative Design application. However,
the focus in that work was maintaining a notion of visual
accuracy. In [3], [7] proxies are used to enable a mobile user to
retrieve adapted content, saving energy and bandwidth either
by avoiding polling or performing in-network transformations
of data. In these works, the user specifies the content of
interest. In our work, we automatically derive the RoI.
We are unaware of other mobile-cloud projects that perform
filtering, aggregation, or speculation on the mobile and cloud
based on specific user patterns. The closest work is mobile
aggregation and filtering performed by intermediate servers in
the Amazon Cloud to support the Silk browser [25] and the
Opera browser [20]. However, these systems do not utilize
user-specific preferences or access patterns.
Pre-fetching links in the Web has been studied by several
groups [17], [26]. In contrast, our focus is when to make prefetching decisions given user preferences and limited resource
availability for mobile devices. Another notable difference with
our work is that we seek to consider how to apply these
optimizations across different users and how to combine these
optimizations whenever possible.
VII.

C ONCLUSION

We have presented a vision for cloud-based mobile computing that goes far beyond mobile outsourcing. The key contribution is that user patterns can be measured and quantified by
the Region of Interest (RoI) that is broadly applicable across
many application domains. Using the RoI, a series of datadriven optimizations can be applied: filtering, aggregation, and
speculation, that when used in isolation or combination, can
achieve increased performance, reliability, and reduced energy
use. A novel aspect of our approach is to exploit the unique
ability of the cloud to collect and analyze large amounts of
user profile data, cache shared data, and even enable sharing
of computations, across different mobile users. Ongoing work
includes the development of application-neutral middleware
that determines the RoI automatically for future applications.
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