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Abstract—Distributed data-intensive workflow applications are increasingly relying on and integrating remote
resources including community data sources, services, and
computational platforms. Increasingly, these are made
available as data, SAAS, and IAAS clouds. The execution of
distributed data-intensive workflow applications can expose
network bottlenecks between clouds that compromise performance. In this paper, we focus on alleviating network
bottlenecks by using a proxy network. In particular, we
show how proxies can eliminate network bottlenecks by
smart routing and perform in-network computations to
boost workflow application performance. A novel aspect of
our work is the inclusion of multiple proxies to accelerate
different workflow stages optimizing different performance
metrics. We show that the approach is effective for workflow applications and broadly applicable.
Using Montage1 as an exemplar workflow application,
results obtained through experiments on PlanetLab showed
how different proxies acting in a variety of roles can
accelerate distinct stages of Montage. Our microbenchmarks also show that routing data through select proxies
can accelerate network transfer for TCP/UDP bandwidth,
delay, and jitter, in general.
Index Terms—Distributed computing; workflows; network systems; data-intensive computing

I. I NTRODUCTION
Data-intensive distributed workflow applications represent an important and emerging class of applications.
Such applications arise in a multitude of settings where
data sources and computation are naturally distributed,
in areas such as bioinformatics (e.g. GADU [42]), astronomy (e.g. Montage [23]), civil engineering (e.g.
SCEC [16]), high-energy physics (e.g. LIGO [44]) to
name a few. The distribution of data reflects the large
volume of available community datasets collected via
sensors, outputs of experimental processes, and so forth.
Distributed computation arises from situations in which
The authors would like to acknowledge grant NSF/IIS-0916425 that
supported this research.
1 This research made use of Montage, funded by the National
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Science Archive.

the computational stages are either pinned to resources,
e.g. Web Services as in Taverna [46], or require large
amounts of computing, e.g. dynamic Grid deployments
such as Pegasus [17]. In other cases, a workflow is
created as an orchestration of pre-deployed services.
Platforms hosting workflow components span peer-topeer, Grid, and now, Cloud systems.
Another feature of complex distributed workflow applications is that performance metrics may differ for
different components. For example, a large-data transfer
to one component requires a high bandwidth path, yet
an interactive component that allows the user to view
intermediate results and tune parameters, may require
low latency or low jitter (if visualization is used). Even
beyond the application execution and computation, the
diverse capabilities of end-user hosts, ranging from desktop machines to resource- and energy-constrained mobile
devices, create bottlenecks for output delivery to users
of these workflow applications. Such end-point bottlenecks are particularly critical in applications requiring
visualization or real-time human input for execution. The
interconnection of workflow components and resources
may present network bottlenecks to workflow applications that live on the upper-end of data and compute
requirements.
In this paper, we propose to utilize a proxy network that can accelerate components of a distributed
workflow by alleviating network bottlenecks. We have
developed a simple tool to identify such bottlenecks,
and use the proxy network to route around them. This
network also boosts application performance by performing in-network computation close to communicating
components. To demonstrate the potential of proxies, we
have performed experiments on PlanetLab, exploiting its
resource and network diversity to emulate distributed
clouds. We show that such proxies can accelerate distributed workflow applications such as Montage.
Our work differs from other efforts in several ways.
As opposed to Web proxies [40] that accelerate pointto-point (client-server) interactions and mainly support
data caching, our aim is to accelerate multi-node in-

teractions while supporting other computational roles
as well. Overlay networks [2], [20] strive to provide
better network paths for network applications. While
some of our techniques are related, our focus is on
multi-stage workflow applications that are both computeand data-intensive. Volunteer computing and data sharing
systems [4], [14] provide the ability to tap into the
aggregate CPU capacity or network bandwidth of idle
donated resources, while our approach aims to exploit
the characteristics of specific nodes on behalf of applications. In our own earlier work, we focused on single
proxy nodes for accelerating cloud applications [47].
Here, we propose using multiple proxies at different
points in the workflow execution to account for diverse
performance requirements within a workflow application.
We present both microbenchmarks and results using
Montage as an illustration of the potential benefits of
our approach. Results for Montage show that proxies
can help reduce the data download bandwidth from
data sources and within the application stages via smart
routing. Proxies also reduce the Montage output data
delivery time to end-users 65-80% through routing, compression and data transformation. Our microbenchmark
results show that our approach has great promise as
large-data communication common to distributed dataintensive workflows can be accelerated significantly, by
as much as 56% for TCP bandwidth. This has important
implications for data-intensive applications decomposed
across geographically separated clouds.
II. D ISTRIBUTED W ORKFLOWS
Distributed workflow applications are represented as
directed graphs with nodes (or components) representing actions (typically computation or control), and arcs
representing data-flow, control-flow, or both. Consider
four exemplars taken from the domain of scientific
computing: (1) Montage, an application for constructing
science-grade astronomical mosaics, (2) LIGO, the laser
interferometer gravitational-wave observatory designed
to detect cosmic gravitational waves and the harnessing
of these waves for scientific research, (3) SCEC, a system for the comprehensive understanding of earthquakes,
and (4) GADU, Genome Analysis and Database Update
system, designed to perform periodic high-throughput
analysis of publicly available protein sequences using
bioinformatics tools.
Workflow applications may have many consumers (or
end-users) as mentioned at the outset. This may arise
when workflow applications are deployed as services
made available to a wider community, e.g., many specific bioinformatics workflows are routinely used by
Bioinformaticians such as NCBI’s Blast tools [10] which
allow on-line query submission. Another example is an
emergency planning and response workflow system, e.g.

hurricane evacuation that has many potential consumers
from planners, to emergency personnel, to individuals,
etc. The upshot is that the resources allocated to the
workflow may be multiplexed across many concurrent
instantiations.
For data/compute-intensive or service-based workflows, components or stages may be placed on different nodes, that may be geographically distributed,
perhaps across multiple sites or clouds. This could be
done for multiple reasons. First, many of these workflows require large number of compute resources, for
which they may need to exploit distributed, multi-site
resources (e.g. Montage). Second, the input data sources
may be geographically distributed, and some stages
of the workflow may also require data from multiple
sources. For example, imagine a workflow that integrated
PubMed data sources or the GoogleEarth cloud, and
so on. Placing computation stages closer to the data
sources would help reduce the data dissemination cost.
For dynamic workflow systems, such decisions about
component/stage placement can be made at runtime vs.
a static services-based mapping. In either case, however,
network conditions between the stages, as well as those
from the data sources and to the end-users, may change
dynamically, thus compromising performance metrics.
One solution could be to migrate components, however
this is a costly and complex remedy. Instead, we propose
a light-weight proxy solution that can respond to network
dynamics. How is this relevant to the cloud? Increasingly, a cloud ecosystem is evolving to include many
different types of different clouds offering data, services,
or raw resources. Large-scale scientific workflow applications will therefore likely span multiple clouds as
their predecessors spanned multiple Grid sites. Thus, the
proxy edge network will benefit applications spanning
multiple geographically dispersed clouds.
III. P ROXY N ETWORK
Our proposed proxy network contains a configurable
collection of edge nodes offering varying amounts of
resources including bandwidth, storage, and computation. One strong appeal of the proxy network is that
it offers nodes at many network locations that may provide improved performance with respect to distributed
components and/or the end-user application (Figure 1).
For example, it is well-known that Internet bottlenecks
due to IP routing can be overcome by applicationlevel routing. We envision that such a network could
be realized in a variety of ways (e.g. volunteers, CDNs,
are two possibilities), and we do not assume a specific
deployment model in this paper. Volunteer computing
has been successively used in both Grid and P2P communities provided sufficient incentives are provided. We
are currently designing infrastructure that would enable
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Figure 1. Proxy network accelerating a distributed workflow application. The figure shows how a set of proxies, identified using the network
dashboard, could be inserted into the workflow to provide better data and communication paths, in order to accelerate the application. Several
components of the workflow are deployed in geographically separated clouds.

secure execution of proxy code on volunteers. The issue
of incentives is a topic of future work.
Note that even though the use of a proxy between two
elements introduces an additional communication hop at
the high-level, other groups have shown the existence of
beneficial network paths involving extra hops [32], [50].
Our goal is to assess the benefits of proxies from an
application standpoint and across a diverse set of metrics.
The heart of the proxy architecture is the proxy
node. Proxies provide “bottleneck relief” for distributed
workflow applications. The proxy network consists of a
large number of logically connected edge nodes that may
assume a rich set of roles to boost the performance of
distributed applications, including:
• Service interaction: A proxy may act as a client to a
workflow component or to an external data source. This
role allows a proxy with better network connectivity to
improve performance. For example, a proxy may have
much higher bandwidth to/from a workflow component
relative to the end-user.
• Data Transformation: A proxy may carry out computations on data via a set of data operators. This role
allows a proxy to filter, compress, merge, and mine data.
• Caching: A proxy may efficiently store and serve data
to other nearby proxies that may consume the data later
on. Proxies can also cache intermediate results from a
component interaction that may be reused again.
• Routing: A proxy may route data to another party as
part of an application workflow. This role allows a proxy
to efficiently send data to another proxy or application
component for additional processing, caching, or component interactions. This role is particularly important if
the application contains multiple interacting components
which are all widely distributed, and there may be no
single proxy that can efficiently orchestrate all of these

interactions.
Network Dashboard: A key part of our architecture is
a network dashboard that can provide performance statistics about the proxies in the proxy network (e.g., their
bandwidth, latency, etc.). We envision this dashboard
to be useful in proxy selection and discovery process.
As part of our system infrastructure, we have developed
such a network dashboard tool2 for PlanetLab that provides us with the networking statistics for potential proxy
nodes in PlanetLab. Each proxy executes a resource
monitor that collects and transmits monitoring data to
the entry points and the dashboard control. The resource
monitor periodically probes all proxies to measure the
following entities - bandwidth (for TCP streams and
UDP datagrams), the delay in the arrival of successive
datagrams, and the variation of this delay, also known
as jitter.
In Figure 1, we illustrate how a distributed workflow application can benefit from a proxy network. A
simple example from image processing could be an
application that retrieves images from an external data
source (e.g. SkySurvey), performs in-network processing
(e.g. Montage mosaic construction), and then returns
the output to the end-user. Proxies could accelerate this
application in the following ways: (1) they can provide
a better network path to retrieve input data from external
sources to the computation node(s), (2) they can provide
a better network path to deliver output data from the
computation node(s) to the end-user, (3) they can distill
or compress output if the end-user device has reduced
display capacity or a poor network path, and (4) they can
perform in-network computations when proxy resources
offer greater power than at the application control site.
Proxies (in 3 and 4) allow customized processing on
2 Network
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behalf of the application. We empirically illustrate all of
these opportunities with Montage in Section IV. Proxies
are not a new idea by themselves, but it is the synthesis
of the diverse roles of proxies and the use of multiple
proxies within the same application that is new.
Proxy Selection: We have experimented with a
communication-centric proxy selection algorithm. The
algorithm probes the dashboard to determine the communication characteristics of a path A → B and candidate
proxies for acceleration. The algorithm selects the best
stable proxy - considering both performance and performance variance. We show present results using Montage
shortly.
In this paper, we focus on evaluating the potential
performance benefits offered by proxies. Programming
proxies is outside the scope of this paper. More details
of the proxy architecture can be found in [36]. In
prior work, we have developed a generic programming
framework for enabling proxies to act as a client for
any http-based Web services [9]. The computing role can
be confined to a predetermined set of trusted operators
downloaded by the proxy, similar to the trust expressed
by clients in cycle-harvesting systems such as Condor [15] or @Home networks with respect to executing
non-local code. Arbitrary execution of non-local code
can be enabled by various sandboxing technologies such
as virtualization [8], language restriction (e.g. Java), and
others (e.g. Google Native Client [49]). We also do
not focus on the setup and maintenance of the proxy
network, for which existing mechanisms, such as those
used in peer-to-peer networks [41], [12] and cyclesharing systems [31], [7] can be used.
IV. M ONTAGE C ASE S TUDY
In this section, we demonstrate how proxies can be
used to benefit a real-world distributed workflow application. We present a set of experiments using Montage
(Figure 2), a software suite for creating image mosaics. Montage has been implemented in many different
ways on different platforms. In our implementation, we
have distributed the Montage stages across a slice in
PlanetLab. We execute each compute-intensive stage of
the Montage application on a different machine. The
other stages of the Montage application are distributed
over these machines. The output of each stage is sent
to the next stage. Proxies are used to accelerate data
transfer between stages of Montage that are executed
on different physical machines. In this case study, we
illustrate the benefit of the proxy architecture via two
roles: service interaction (Sections IV-A and IV-C) and
data transformation (Section IV-B).
We aim to create a mosaic of the sky by sourcing images of different quadrants directly from the SkySurvey
data cloud [39]. Montage illustrates all of the potential

Figure 2.

Drilling down into Montage

optimizations illustrated earlier. We show that proxies
can speed up the runtime of the Montage application
by reducing the data transfer times from SkySurvey to
the compute nodes. In addition, we show how proxies
can benefit the delivery of output data to a user either
for archival or for real-time visualization, where the user
may be either on a desktop machine or on a resourceconstrained mobile client. Finally, we show how proxies
can accelerate the “internals” of the application (not just
the input and output phases) by speeding up the data
transfer between different stages of a distributed Montage workflow. In the results presented, we anonymize
the specific PlanetLab nodes used (node A, B, etc.).
The remainder of the section thoroughly examines
the benefits of using proxies to accelerate the Montage
workflow as shown in (Figure 3).
A. Accelerating Inflow
Here, we show how proxies can be used to reduce
the time to retrieve data from the SkySurvey servers to
the nodes that compute a mosaic using Montage. For
the sake of simplicity, we initially assume that each
compute node performs all stages of the image mosaic
operation. Thus, we concentrate on acceleration of the
input delivery phase from the SkySurvey servers. This
type of acceleration is applicable to any application that
needs to retrieve data from a number of geographically
disperse locations, like blog analysis, distributed data
mining, etc.
We performed experiments over PlanetLab nodes located across multiple continents. We selected a set of 4
PlanetLab nodes, and downloaded datasets of different
sizes from the SkySurvey servers. The results show that
proxies can speed up input delivery by as much as 60%
(e.g. proxy node C, Figure 4(a)).
We proceed to investigate the stability of proxies over
time, i.e. are the speedups repeatable over a long period?
For this experiment, we download a dataset of a fixed
size on to a set of PlanetLab nodes, a number of times
over 24 hours. We compare the times to download data
with and without proxies to accelerate the transfer. The

End-Users
Montage Workflow
Proxyaccelerated
Path

D

F

...

A

SkySurvey

Stage 1

...

B

G

C
E

Stage 2

...

Output
Stage

Figure 3. Accelerating Montage. Multiple clouds are shown: SkySurvey data cloud connecting to Montage component services running across
distributed compute clouds.

(a) Speedup observed when proxies (A,B,C,D) route the (b) The speedup observed over time, when proxies accelerate commutransfer of different input image-sets for the Montage nication between PlanetLab nodes (y-axis) and the SkySurvey webapplication
servers. This plot shows the average values (with 95% confidence
intervals) by which the data transfer can be accelerated using proxies,
observed over a 24 hour period.
Figure 4. Speedup and consistency seen when proxies are used to accelerate the transfer of data sets from the SkySurvey servers to different
PlanetLab nodes outside the continental US.

results are plotted in 4(b). We see that a number of
proxies exhibit a sustained positive speedup over the
duration of a day and the benefit appears to be insensitive
to data size. Also, by the size of the confidence intervals,
we see that the variation in this speedup is fairly small
for a number of proxies, indicating that these speedups
are fairly stable over time.
To summarize, we have shown that proxies can be
used to accelerate data transfer between node pairs. The
speedup obtained is substantial and is stable over the
period of a day.
The next question we posed: is finding a good proxy a
“needle-in-the-haystack”, i.e., are good proxies rare? To
answer this question, we did a detailed evaluation using
our network dashboard. The first set of results show
the ubiquity of helpful proxies for large data transfers
(Figure 5).
Approximately 1600 pairs of network endpoints were
monitored. We calculated the number of alternate paths,
formed by routing data through a single proxy, that are
superior to the direct path. This analysis was carried
out for TCP streams as it is the primary protocol used

for large data transfers. On average, there exist a large
number of alternate paths that may benefit a given pair
of network endpoints. Furthermore, the benefit of these
paths remains constant over a long duration, suggesting
that these opportunities - the benefit of alternate paths
- are long lived. Looking at these aggregate values, one
notes that about 80% of the alternate paths are faster
than the direct ones by at least 10%. Specific paths can
be accelerated far more, over 50% in our study.
B. Accelerating Outflow
In addition to communication acceleration, proxies
can also perform custom computation before delivering
final results to the end-user. We now present results
for optimizing the application’s output stage, namely,
delivering the output data to the user. Here, we consider
two scenarios: (i) where the user is on a wired desktop
machine, and (ii) where the user is on a mobile device.
Montage produces large image files, and so the critical
requirement in both scenarios is to reduce the network
overhead for data transmission. In addition, for the mobile client scenario, we would like to present the output
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Figure 5. For a set of 1600 pairs of network endpoints, we plot the
number of alternate paths that could improve the TCP bandwidth. The
data plotted was collected over a day, and is discretized at intervals
of 2.5 hours. For each interval and each pair of network endpoints,
approximately 40 paths were analyzed, leading to a total of 64k
paths analyzed per interval. Each curve indicates the average TCP
acceleration as a percentage.

transport to the desktop end client for storage.
For this experiment we located a proxy that had BOTH
sufficient computing capacity for compression AND
good network connectivity for output delivery using the
dashboard. The benefits of compression are obvious but
locating a proxy that also had high delivery bandwidth
was a second constraint. This proxy compressed the
images with a gzip algorithm and transfered them to
a desktop client. The size savings ranged from 14.517.38% for the output images generated earlier (associated with the input images in Figure 4(a)). The fits
images used as input for compression were 23.57MB,
34.85MB, 47.81MB, and 45.72MB in size. Figure 6
shows the download times for the images with and without compression using a well-connected proxy. There
is also a tradeoff between space savings and download/compression time. On average it took 6.55 seconds
to compress an image and 2.8 seconds to decompress.
This overhead made compression more useful for the
larger images.

Figure 6. This plot shows the download, compression, and decompression times when a proxy is used to losslessly compress the output
fits files before uploading them to the desktop client.

image to the user in a size and resolution appropriate to
the mobile device. More importantly, we would like to
reduce the bandwidth and energy usage of the mobile
client, as these are precious resources. We show how
proxies can be used to achieve these goals. For these
experiments the proxies were collocated with the data
on the Montage output node.
Desktop Client: The Montage process outputs large image files with the fits3 [21] extension. This is the same file
type used as input to the Montage process. Fits files can
be converted into jpg files by a utility that comes with the
Montage software suite. It may also be desirable to keep
the output images in fits format to prevent image data
loss and to reuse the images as input to another Montage
execution later. A proxy could cache this data for later
optimization, e.g. it might be useful to another Montage
execution avoiding some recomputation if regions of
interest overlap. The drawback to keeping the images
in fits format is their large size. Therefore it may be
desirable to compress the fits images losslessly prior to
3 Flexible
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Figure 7. This plot shows the download and compression times when
a proxy is used to compress (slightly lossy) and resize the output jpg
files.

Mobile Client: It may also be desirable to view the
image outputs remotely via a mobile device if the user
is on the go. To this end we created a mobile application
written for the Google Android platform [19]. The proxy
reduces the resolution of the images to 225 pixels width,
while preserving the aspect ratio of the image. This
results in significant space savings while still producing
an output image with a viewable resolution for a phone.
The phone displays the image below the transfer button.
As before, the images were converted from fits format
to jpg format using the utility that comes with Montage.
They were converted using the highest quality settings
initially. The resulting sizes were 392KB, 1136KB,
1272KB, and 565KB. These images were at full resolution and were used as input to the proxy. The resolutions
ranged from 1504x2054 pixels to 2735x2191 pixels.
These resolutions are too large for the typical desktop
computer let alone a mobile phone. The compression
savings from resizing the images were extremely high,

ranging from 93.36% to 98.42%. This results in a
significant space savings if multiple images are stored
on the phone for later viewing. Figure 7 compares the
download times for images with and without compression. For these downloads the link was set at optimal
3G/UTMS download speeds and latency. This was controlled through the settings for the Android emulator.
The bandwidth a mobile phone receives typically isn’t
optimal and can vary from location to location. The
overall speedup varied from 11% slower for the smallest
file to 60% faster for the largest file, indicating that
compression is desirable for the larger images for overall
download time. However, when we look at the breakup
of the download time, we see that compression can take
up a significant portion (65-80%) of the total time. Since
compression occurs at the proxy, the actual network
transmission time for the image is much smaller (13-40%
of that for uncompressed image). Reducing the network
transmission time is critical for a mobile client as it also
saves precious bandwidth and power, showing the benefit
of using proxies across all file sizes.

of the workflow by 13%. This setup illustrates the most
conservative improvement one can achieve by deploying
the Montage application over a wide-area network. A
deeper parallel execution of the stages that comprise
Montage will further reduce the computation time, and
thus, the networking benefits brought about by proxies
will be even more pronounced.
The key point to stress is that different proxies were
utilized by different phases of Montage (input, internal,
output), and certain proxies were selected based on
their effectiveness for multiple roles simulataneously (i.e.
computing and communication for the output phase).

C. Accelerating Internal Stages
Finally, we show how proxies can be used to accelerate the data transfer between different stages of
a distributed workflow application. Again, we consider
the Montage application. The Montage application comprises of a number of stages that are executed serially
one after another. Montage has a few compute intensive
operations - mProjExec, mDiffExec, mFitExec, which
take several seconds to minutes to complete. Parallelism
in Montage can be obtained by running multiple instances of these operations on a partitioned input set,
on different machines. Thus, a typical parallel execution
of the Montage application will have a high fan-out
and fan-in for certain stages. Planners such as Pegasus
[17] are used to create workflows that can be utilize the
parallelism available in grid environments.
The results are shown in Figure 8. The input set, of
size 36MB, is present on the machine that executes the
first compute intensive stage of Montage. This stage
generates a set of intermediate files, totaling around
118MB. This data is transfered over the network to
another machine that executes the next few stages of the
Montage workflow. The transfer phase is accelerated by
42% if data is routed through a proxy. The intermediate
files generated by next few stages, totaling 369MB, are
then transfered to another machine that executes the final
few stages. When data is routed through a proxy, we
see an improvement of 24% in the completion time
of this phase. The final stage of Montage generates a
single output fits image, of size 24MB. Thus, by using
proxies to accelerate the network-intensive tasks of the
workflow, we are able to reduce the total execution time

Figure 8. This plot shows the % improvement when proxies are
used to accelerate communication between different stages of Montage
running on different nodes. The y-axis shows the total execution time,
in seconds.

D. Performance Diversity
As mentioned earlier, complex distributed workflows
are characterized by different performance requirements
at different stages, e.g. high b/w for large data transfer,
low latency for response-sensitive components, low jitter
for end-user visualization, and so on. We now present
results that show that indeed proxies can optimize a wide
set of metrics even for a single path.
When a workflow stage utilizes multimedia streaming
for remote visualization or other purposes, many applications utilize the UDP protocol for data transfer. The
use of a proxy can amplify the observed UDP bandwidth
between two end-points. We present an example of one
such experiment (of many examples) in Figure 9(b),
where the alternate paths accelerate data transfer by 650%. Continuing with the benefits seen for the UDP
protocol, one may reduce the network jitter and delay
(Figures 9(c) and 9(d)) between the endpoints by using
a proxy, to under 10% of the original values. This
would benefit human-in-the-loop applications by reducing network delay and jitter for data transmissions. Thus,
proxies can be used to reduce the sensitivity of the end
user to the vagaries of the network. These observations
mirror those seen for the TCP protocol - proxies could be
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Figure 9. These plots show the networking benefit of using proxies to route data between a particular pair of nodes, for both the TCP and the
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used to improve the network performance and network
QoS by a substantial amount that is sustained over time.
As stated earlier, for complex workflows different
proxies may be appropriate to accelerate different parts
of the same application. This opportunity has not been
studied in the literature to our knowledge. We present
one simple real example from PlanetLab to further illustrate this, a node S is communicating to both node A and
node B. In this experiment, these nodes are distributed
in PlanetLab in the US. It is possible that the metric of
interest for each communication (S→A and S→B) may
be different. We present results in Table I that shows
not only that proxies can improve this communication
(TCP b/w, UDP b/w, jitter, delay), but that in several
cases, different proxies are needed. If one looks at A→S,
we see different proxies are needed for different metrics
(except E which is best for both jitter and delay). The
same is true for B→S. Furthermore, for the same metric
(e.g. TCP or UDP b/w), A→S and B→S each require
different proxies (C/D vs. F/G).
V. R ELATED W ORK
Many cloud systems such as Amazon EC2/S3 and
Google Apps provide virtual resources to third-party
applications. There are many data clouds such as Google
Earth and Sloan Digital Sky Survey [39] that serve useful
data to end-users. These systems are optimized for data-

intensive computing within a single cloud or data center,
however, a challenge is transferring the underlying data
and the results to or from these clouds.
A number of papers and scholarly articles, most
notably [45], [27], advocate an intelligent network with
computations on data streams in the network fabric
itself. This scheme has been adapted for protocol conversion [45], caching [11], transcoding data [1], remote
execution [29] and even routing optimization [34], [26].
Although our model is logically similar, we operate at
the application layer of the protocol stack. We make no
assumptions about the network, and treat it like a black
box. We seek to address the different set of problems at
the application layer of the protocol stack by exploiting
the location and diversity of a proxy network comprised
of volunteered resources. Other projects [5], [6] have
also proposed in-network computing and caching. However, these works have focused on data query applications (as opposed to generalized workflows) and do not
address the harder problem of optimized routing nor the
selection of proxies in general.
Volunteer edge computing and data sharing systems
are best exemplified by Grid and peer-to-peer systems
including, Kazaa [37], Bittorrent [14], Globus [22],
BOINC [4], and @home projects [33]. These systems
provide the ability to tap into idle donated resources
such as CPU capacity or aggregate network bandwidth,

Table I
B ENEFIT OF DIFFERENT PROXIES FOR DIVERSE METRICS : T HIS TABLE SHOWS THAT DIFFERENT PROXIES MAY OPTIMIZE DIFFERENT
METRICS SUCH AS BANDWIDTH , JITTER , AND DELAY, EVEN FOR THE SAME PAIR OF END NODES .
Source-destination
pair
S→A
S→B

TCP
Direct
Path
145
33

b/w (KBps)
Via
Best
Proxy
Proxy
172
C
46
F

UDP
Direct
Path
67
29

b/w (KBps)
Via
Best
Proxy
Proxy
120
D
75
G

but they are not designed to exploit the characteristics
of specific nodes on behalf of applications.
Overlay networks can provide greater reliability and
improve performance of the networking components.
[2] details a scheme allowing distributed Internet applications to detect and recover from path outages, and
re-route around failures. [20] supports this view and
provides evidence of improved robustness and scalability
of the network. [3], [30] improve client availability by
using multi-homing and cooperative overlay networks to
find and use a larger number of paths to the server.
Performance improvements using overlay networks
are brought about by exploiting triangle inequality in
networks and selecting better paths [32] [50] [38]. The
results we observe in this paper are consistent with
existing literature. Through our work, we demonstrate
the usefulness of proxies in such a setting. [43] improves
performance in grid environments by using store and
cooperating forwarding techniques. They demonstrate
how “logical depot" can be used to accelerate network
components of a distributed grid application. Similarly,
we show how the network components of a HPC application – a Montage workflow – can be accelerated using
volunteer donated resources. We differ from the existing
implementations in the sense that our architecture is
highly dynamic and comprised of donated resources.
Estimating network paths and forecasting future network conditions are addressed by [48]. We have used
simple active probing techniques and network heuristics
for prototyping and evaluation of network paths in our
experiments. Existing tools [35], [18], [28] would give
us a more accurate view of the network as a whole.
Direct probing in a large network isn‘t scalable, and
we advocate the use of passive or secondhand measurements [25]. [24] shows that it is possible to infer network
conditions based on CDN redirections and [13] is an
implementation of such a scheme. Such techniques can
be easily used by end clients to identify proxies in close
network proximity, without any point-to-point probing.
We aim to integrate a number of these techniques into
the proxy network.
Our approach is novel in that proxies may assume
a diverse set of roles unlike other systems in which
network nodes either compute, route, serve data, or

Direct
Path
10.9
21.0

Jitter (ms)
Via
Best
Proxy
Proxy
0.28
E
0.28
E

Direct
Path
15
33

Delay (ms)
Via
Best
Proxy
Proxy
0.089
E
0.089
E

invoke services. Selecting multiple proxies and enabling
them to assume different roles is key to the performance
of distributed data-intensive workflow applications.
VI. C ONCLUSION
In this paper, we demonstrated how a proxy network
can benefit distributed data-intensive complex workflow
applications by performing smart routing and in-network
computations to boost performance. A novel aspect of
our work is the inclusion of multiple proxies to accelerate different workflow stages optimizing different performance metrics. We show that the approach is effective
for workflow applications and broadly applicable. The
proxy network is a perfect fit for workflow applications
running across geographically dispersed clouds.
To demonstrate the potential of proxies, we performed
experiments on PlanetLab, exploiting its resource and
network diversity. Using Montage as an application
exemplar, we showed how input, output, and internal
data transmission can be optimized resulting in lower
execution times as well as improving end-user metrics such as delay and energy usage. Our experiments
also revealed that proxies can improve many aspects
of network performance including latency, throughput,
and jitter. Future work will focus on the development
of automated proxy selection algorithms for workflow
applications based on their assigned roles.
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